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Fig. 6. Qualitative results across terrains. All meshes are reconstructed using identical contact-conditioned inputs.

A persistent global height grid Z with confidence weights
W is maintained in the world frame. After refinement,
the optimized patch provides dense height samples on the
patch grid, which are fused into the global map via bilinear
splatting. For each affected cell c, the update is

Z[c] →
〈
zi

〉
ωic

, W [c] → W [c] +

∑

i

ωic, (10)

where ωic denotes the bilinear interpolation coefficient from
sample i to global cell c.

IV. EXPERIMENT

A. Experimental Setup
Implementation Details. Experiments are conducted on a
Unitree Go2 platform with ROS2, and the learning pipeline
is implemented with PyTorch. For training, the robot collects
RGB images captured from its onboard monocular camera,
and we estimate metric depth maps for geometry supervision
using Depth Anything V3 (DA-v3-base) [29]. It eliminates
dependency on specific depth devices and to achieve greater
robustness in outdoor environments where active depth
sensing is susceptible to illumination changes and surface-
induced artifacts. Initial camera poses are obtained from
the robot’s state estimator and refined using RGB-D ORB-
SLAM3 [30] at online speed. All evaluations assume that the
camera poses are inherently estimated during locomotion.

Terrain Dataset. The dataset consists of distinct training and
test environments with diverse geometric characteristics. All
data are collected on the Unitree Go2 platform operating in
climbing mode to ensure consistent locomotion behavior. The
training set (Fig. 5) includes Monticule, Mild Slope Bridge,
and Tight Staircase, covering gradual elevation changes,
smooth slopes, and narrow step discontinuities. The test set
(Fig. 6) comprises Wide Staircase, Coir Mat, Bamboo Forest,
Steep Slope, and Cave, which introduce broader step struc-
tures, high-frequency surface irregularities, uneven natural
terrain, large continuous inclinations, and highly irregular
geometry. All test environments are excluded from training
to evaluate generalization across unseen terrain structures.
Contact-only Reconstruction Baselines. We compare three
contact-only baselines that reconstruct a 2.5D terrain height
map from sparse contact points. All baselines share the same
pipeline: contact points are transformed to a local patch
frame, a local height patch is estimated from the sparse
points, and the patch is projected back to the world frame and
fused into a global height grid via bilinear interpolation with
weighted averaging storing absolute world-frame heights.

(1) Gaussian Kernel Regression. Patch heights are recon-
structed via Gaussian kernel regression, where neighboring
contact heights are averaged within a truncation radius with
bandwidth-controlled smoothing. This formulation mirrors
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• Reliable Geometry is Essential: Safe locomotion 
fundamentally requires accurate terrain understanding.

• Exteroceptive Fragility: Vision and LiDAR suffer 
from severe degradation in real-world conditions.

• Contact as Physical Signal: Physical contacts between 
the robot and terrain offer a complementary sensing 
modality that remains reliable.

Quantitative results Qualitative resultsRuntime
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Motivation Problem statement Contributions

!Key Insight: Learning priors to infer 
    plausible terrain beyond sparse contacts

• We formulate terrain reconstruction as a contact-
conditioned inference problem under sparse and ill-
posed observations.

• We propose a generative model that learns priors 
over terrain geometry to infer plausible 
reconstructions from limited contact signals.

• We demonstrate that our approach enables robust 
terrain estimation even in scenarios where 
exteroceptive sensing fails.

Ill-posed Problem: Sparse contacts do not 
uniquely determine terrain geometry, resulting 
in multiple feasible sets.

=> Reconstructing a consistent local terrain 
representation with learned priors conditioned 
on contact observations
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(b) Prior Generation (c) Terrain Reconstruction(a) Patch Extraction
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*: Both encoders have 
the same architecture
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•  Verified contacts are used to extract paired 
2D patches, which are both represented on a 
robot-centered BEV grid.

•  Patch extraction: Verified foot–terrain contacts are spatially aligned with geometry and converted into paired target 
(height/edge) and condition (contact-derived cues) patches for local terrain representation

•  Prior generation: A cVAE models the distribution of local terrain geometry and generates a plausible height patch from sparse 
contact-derived condition inputs by sampling a latent prior learned during training

•  Terrain reconstruction: The predicted height patch is refined via geometry-aware optimization that enforces contact 
consistency, smoothness, and prior regularization, and is then fused into a globally consistent height map

•  Training: Paired patches are encoded via a 
cVAE and decoded into a height map with edge 
supervision.

•  Inference: The height map is generated by 
decoding a latent sampled from the condition-
based prior only.

Coordinate systems
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